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Use of Hypothesis Testing in Psychological Research

Source: Kline, R. (2004) “Beyond Significance Testing”. Washington, DC: APA.

Articles Questioning the Utility of Hypothesis Testing

Source: Kline, R. (2004) “Beyond Significance Testing”. Washington, DC: APA

A Brief History of Hypothesis Testing Criticisms

Berkson, J. (1938) Some difficulties of interpretation encountered
in the application of the chi-square test. Journal of the American
Statistical Association, 33, 526-536.
Berkson explained that the p-value is a function of the sample size.

The null hypothesis is very likely to be rejected in large samples even if
the true effect size is small or unimportant.
The null hypothesis is very likely to be accepted in small samples even
if the true effect size is large.

Brief History (continued)

Rozeboom, W.W. (1960) The fallacy of the null hypothesis
significance test. Psychological Bulletin, 57, 416-428.
“... a procedure wherein one rejects or accepts the null hypothesis … is
seldom if ever appropriate to the aims of scientific research.”
“Whenever possible, the basic statistical report should be in the form of
a confidence interval.”
“… the data available confer upon the conclusions a certain appropriate
degree of belief …”

Brief History (continued)

Cohen, J. (1994) The earth is round (p < .05). American
Psychologist, 49, 997-1003.
Simply rejecting H0 (e.g., H0: 𝜇1 = 𝜇2 ) “… has little to commend it in
the testing of psychological theories …”
“… confidence intervals contain all the information found in significance
tests and much more. Yet they are rarely to be found in the literature ...
I suspect the main reason … is that they are so embarrassingly large! ”

Brief History (continued)

APA Publication Manual (2010, p. 34)
Null hypothesis testing “… is but a starting point and that additional
reporting elements such as effect sizes, confidence intervals, and
extensive description are needed to convey the most complete meaning
of the results.”
“Confidence intervals are the minimum expectation for all APA journals.”

Brief History (continued)
Bohannon, J. (2015) Many psychology papers fail replication test.
Science, 349, 910-911.
As part of The Reproducibility Project, 270 scientists from around the world
attempted to replicate the results of 100 studies published in 2008 in three
leading psychology journals (Psychological Science, Journal of Personality and
Social Psychology, and Journal of Experimental Psychology: Learning, Memory, and
Cognition).

The average effect size in the replicated studies was about half the magnitude
of the average effect size in the original effects.
Only 39% of the studies had hypothesis test results that could be replicated.

Interpreting a p-value
A small p-value (e.g., p < .05, a “significant result”) does not imply that an
interesting or scientifically important result has been obtained.
A large p-value (e.g., a “nonsignificant result”) does not imply that the null
hypothesis is true.
A p-value is not the probability that H0 is true.

1 – p is not the probability that the results will replicate.
The p-value is simply a transformation of the test statistic onto a 0 - 1 scale that
can be used to reject or not reject H0 for a specified 𝛼 level without the use of
detailed tables of critical values for the test statistic (this assumes a NeymanPearson fixed-𝛼 approach).

Confidence Intervals

Statistical packages (SAS/SPSS/Stata/R) have options to compute
confidence intervals for many types of parameters (means, proportions,
medians, correlations, slopes, variances) and functions of parameters
(differences, sums, ratios, linear contrasts).
For example, statistical packages will compute the p-value for a twosample t-test of H0: 𝜇1 = 𝜇2 and will also compute a confidence
interval for 𝜇1 − 𝜇2 that provides important information about the
direction and magnitude of the difference.

Interpreting a Confidence Interval
Imagine a jar with a finite number of marbles where 5% of them are red and
95% are green. The jar is thoroughly mixed. A blindfolded person reaches in
the jar and selects one marble. Suppose the marble turns white as soon as it is
removed and we will never know its original color.

Knowing that the marble was selected “at random” and knowing that 95% of
them are green, we will say that we are 95% confident that the selected
(white) marble was green. In general, if we know that k% of the marbles are
green, then we will agree to say that we are k% confident that the randomly
selected marble is green.

Interpreting a Confidence Interval (continued)

Interpreting a CI is just like the marble example. Each sample of a
particular size is like one marble. If a 95% CI was computed for all
possible samples of a given size and all statistical assumptions have
been satisfied, 95% of them would capture the unknown population
parameter value (this is like knowing the proportion of green marbles).
Using a random sample in the study is like randomly selecting one
marble. When we take a random sample and compute a CI using the
sample data, we never know if the CI has actually captured the true
population value (like the marble turning white). But knowing that a 95%
CI will capture the population value in 95% of all possible samples of a
given size, and knowing that the sample was randomly selected, we say
that we are 95% confident that the computed CI in our one sample has
captured the population value.

Using Confidence Intervals to Test Informative Hypotheses

Directional Two-sided Test
H0: 𝜇1 = 𝜇2
H1: 𝜇1 > 𝜇2
H2: 𝜇1 < 𝜇2
Accept H1 if lower limit of 100(1 − 𝛼)% confidence interval for 𝜇1 − 𝜇2 is > 0;
Accept H2 if upper limit of 100(1 − 𝛼)% confidence interval for 𝜇1 − 𝜇2 is < 0;

Otherwise, the results are inconclusive.
The probability of making a directional error (i.e., accepting H1 when H2 is true,
or accepting H2 when H1 is true) is at most 𝛼/2.
Power is the probability of rejecting H0 (avoiding an inconclusive result)

Using Confidence Intervals (continued)
Equivalence Test
H0: |𝜇1 − 𝜇2 | ≤ ℎ
H1: |𝜇1 − 𝜇2 | > ℎ

Accept H0 if the 100(1 − 𝛼)% confidence interval is completely within the -h to h
range (where h represents a value of 𝜇1 − 𝜇2 that would be considered small or
unimportant by experts);
Accept H1 if the 100(1 − 𝛼)% confidence interval is completely outside the -h to h
range;
Otherwise, the results are inconclusive.
The probability of falsely accepting H1 (a Type I error) is at most 𝛼.

Interpreting Hypothesis Testing Results
The marble example also can be used to interpret informative hypothesis
testing results from a single study.
For a two-sided directional test, the correct directional decision will be made
in at least 100(1 − 𝛼/2)% of all possible samples – thus we can be at least
100(1 − 𝛼/2)% confident that we have made the correct directional
decision in our one study.
For an equivalence test, H1 will be incorrectly accepted in at most 𝛼% of all
possible samples – thus, if H1 has been accepted, we can be at least
100(1 − 𝛼)% confident that we have correctly accepted H1 in our one study.

Some Technical Issues (A Theory of Applied Statistics)

The CI and hypothesis testing approach described here is based on a
hybrid of Classical and Bayesian concepts.
The Classical concepts used here assume the Classical design-based
inference (rather than Classical model-based inference) where a
random sample is taken from a finite population that can be described
by fixed and unknown parameters. The Classical concepts used here
also apply the Neyman-Pearson fixed-𝛼 approach to decide if H0 can be
rejected rather than Fisher’s p-value approach where smaller p-values
represent “greater evidence” again H0.
Interpretation of CI and hypothesis testing results from a single sample
relies on the Bayesian degree-of-belief definition of probability rather
than the Classical relative frequency definition.

Comments on BASP Editorial Policy
“… the null hypothesis significance testing procedure (NYSTP) is invalid …”
The editors need to distinguish between informative hypothesis tests (e.g.,
directional two-sided test or equivalence test) and non-informative hypothesis
tests. Only non-informative tests might be described as “invalid”. An example of
a non-informative hypothesis test is the following 1-way ANOVA hypothesis:

H0: 𝜂2 = 0
H1: 𝜂2 > 0

(i.e., all population means are identical)

This test is non-informative because we know with near certainty that H0 must
be false in any realistic application and so a statistical test that rejects H0 (i.e.,
gives a “significant” result) does not provide useful scientific information. A
confidence interval for 𝜂2 would be informative.

Comments on BASP Editorial Policy (continued)

“… authors will have to remove all vestiges of the NHSTP (p-values, tvalues, F-values, statements about significant difference or lack thereof,
and so on.”
Banning the use of “nonsignificant”, “marginally significant”, “significant”,
and “highly significant” is a good idea because these terms are usually
misinterpreted.
A compromise position would be to allow the traditional reporting of the
test statistic value, df, and p-value for an informative hypothesis test but
supplement this information with a confidence interval. The p-value
should be reported simply as p < 𝛼 (e.g., p < .05) or p ≥ 𝛼 to minimize
its misuse.

Comments on BASP Editorial Policy (continued)

“… a 95% confidence interval does not indicate that the parameter of
interest has a 95% probability of being within the interval. Therefore
confidence intervals are banned.”
The editors incorrectly assume that only a relative frequency definition of
probability can be used to interpret the results of a single computed
confidence interval. The degree-of-belief definition of probability
described in the marble example provides a useful and meaningful
interpretation of a single computed confidence interval.

Comments on BASP Editorial Policy (continued)

“… we encourage the use of larger sample sizes … because as the
sample size increases, descriptive statistics become increasingly stable
and sampling error become less of a problem.”
Although larger sample sizes give hypothesis tests greater power and
CIs greater precision, we will not know if the sample size is large
enough in the absence of a confidence interval. Some descriptive
statistics (i.e., parameter point estimates) such as regression slopes,
indirect effects in path analyses, risk ratios, and measures of variability,
can be highly unstable even in large samples. Without confidence
intervals, the reader might incorrectly interpret the descriptive statistics
as though they are true population values.

Comments on BASP Editorial Policy (continued)

In summary, the BASP editors have based their recommendations on
the following three erroneous beliefs:
a) All hypothesis tests are “invalid”
b) Hypothesis test results and confidence interval results can only be
interpreted using a relative frequency definition of probability
c) Using “larger sample sizes than typical” will produce descriptive
statistics that have negligible sampling error

An Alternative Set of Recommendations

1) Report all relevant descriptive statistics. Report confidence intervals
for all theoretically important effect sizes. Confidence interval results
also could be used to assess theoretically relevant informative
hypotheses.
2) In the design phase of the study, perform a sample size analysis to
determine the sample size needed to estimate a parameter or function
of parameters with desired confidence and desired precision (or with
desired power for informative hypothesis testing applications). For more
information on sample size determination, see:
http://people.ucsc.edu/~dgbonett/sample.html

Recommendations (continued)

3) Allocate at least 20% of journal space to the publication of replicationextension designs. Replication-extension designs: a) provide important
replication evidence, b) combine prior results with current study results
and give narrower confidence intervals, and c) extend prior research in
some theoretically important direction.
For more information on replication-extension designs, see Chapter 5 of
“An Introduction to Meta-analysis”:
http://people.ucsc.edu/~dgbonett/meta.html

and the following PowerPoint slides:
http://csass.ucsc.edu/images/Replication.pdf

Reducing Replication Failure
As replication and replication-extension studies become more prevalent,
researchers can take the following steps to reduce the likelihood that their
published research findings will fail to replicate:
a) avoid statistical methods that are hypersensitive to minor assumption violations
b) check if important assumptions (e.g., random sample, independence among
participants, normality, linearity, equal variances) have been reasonably
satisfied
c) validate all exploratory findings (e.g., cherry-picked dependent variables,
independent variables, covariates) in a new sample
d) use a sample size that is large enough to provide adequate CI precision

Thank you.
Next speaker: Professor Abel Rodriguez

Discussion: Analysis of Davidenko Data
𝜇11 = non-artist population mean drawing error of inverted face
𝜇21 = non-artist population mean drawing error of upright face
𝜇12 = artist population mean drawing error of inverted face
𝜇22 = artist population mean drawing error of upright face

The error scores are ratio-scale measurements but the metric is
arbitrary, and thus a CI for a difference of means would be difficult to
interpret. However, a ratio of means is a unitless measure of effect size
that is easy to interpret.
Note: Skewness was negligible for the artist sample and moderate for the
non-artist sample. Kurtosis was negligible in both samples. An analysis of
means is appropriate for the artist sample but an analysis of medians might
be needed for the non-artist sample.

Analysis of Davidenko Data (continued)
A 95% CI for 𝜇11 /𝜇21 is [0.97, 1.22]. This CI includes 1.0 and the test for a
directional effect in the population of non-artists is inconclusive. A 95% CI
for the median inverted to upright error ratio is [0.94, 1.24].
A 95% CI for 𝜇12 /𝜇22 is [1.03, 1.26]. We can be 95% confident that in the
population of artists, the mean copy error for the inverted face is 1.08 to
1.20 times larger than the mean copy error for the upright face.
The 95% CI for the non-artist population was wide and the directional test
was inconclusive because the sample size was too small. Using the sample
values for the non-artist group as sample size planning values, and
applying a sample size formula for desired CI precision, 63 non-artists
should be sampled to obtain a 95% CI that has an upper to lower endpoint
ratio of 1.15/1.05.

Analysis of Davidenko Data (continued)

An alternative analysis would begin with a test for the interaction effect
(a ratio of ratios). If the interaction test is inconclusive or the CI indicates
that the effect is small, then the two main effects would be examined.
The test for the interaction effect was inconclusive and we cannot
decide if 𝜇11 /𝜇21 (for non-artists) is greater than or less than 𝜇12 /𝜇22
(for artists). For this type of result, it is traditional to test and estimate
the two main effects.
A 95% CI for the main effect of Orientation is [1.05, 1.18]. We can be
95% confident that the geometric average of the population mean copy
error for the artists and non-artists is 1.05 to 1.18 times larger for the
inverted face than the upright face.

Analysis of Davidenko Data (continued)

Now suppose that the non-artist and artist samples in this example
represent two different studies (Studies 1 and 2) where non-artists are
sampled by two different researchers. Study 1 could be the original
study and Study 2 could be the replication study.
The small interaction effect reported on the previous slide provides
important effect size replication evidence. Given effect size replication,
we could proceed to combine the results of the two studies and obtain a
more precise confidence interval for the effect of Orientation. This
combined effect is the main effect of Orientation given on the previous
slide.

