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Q1: When winsorizing data, how should I determine whether it should be 90% 95%
etc? Are there any cautions for using winsorized data in t-tests, ANOVA, etc? For
example, is it somehow better to use robust versions of standard tests with
winsorized data?

Winsorizing is not recommended when statistically analyzing means. Analyzing
Winsorized data using a t-test or ANOVA will produce a p-value that is too small.

Using a trimmed mean is a related approach and there are special programs that will
correctly analyze trimmed data. But if you analyze trimmed data in a standard t-test or
ANOVA package, the p-value can be too small.

Example (2-group t-test with n = 10 per group): p = .157, .117, .054, .006 with 0, 1, 2, or
3 Winsorized tail scores. Only the p = .157 result is valid.
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Q2: If you do a chi-square test for independence (e.g., a 2 x 3 design) and find a
significant result, is there a legitimate way to then test for specific differences
between cells (as you might with t-tests after a significant ANOVA)?

Yes. These procedures and more are covered in Psyc 205 – Categorical Data Analysis
(see https://people.ucsc.edu/~dgbonett/psyc205.html).

In this specific example, if the 3-level variable is the IV and the 2-level variable is the DV
(e.g., “pass” or “fail”) , you might want to examine all pairwise comparisons. You could
report simultaneous (Tukey or Bonferroni) confidence intervals for all pairwise
differences of the probability of a “pass”. For simultaneous tests of two or more
comparisons, the Holm method is more powerful than the Bonferroni or Tukey tests.

https://people.ucsc.edu/~dgbonett/psyc205.html
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Q3: This came up in a recent proposal defense: Let's say you are planning a study
and prior research suggests that you can expect an effect size of .85. You do the
power analysis and you only need 16 participants per cell to achieve this effect size. Is
there a problem deciding to run 40 participants per cell?

If .85 is a sample value of Cohen’s d from a prior study, this sample value contains
sampling error and the population value of Cohen’s d could be much smaller than .85.
You could compute a 95% CI for the population Cohen’s d from the prior study (the raw
data is not needed) and use the lower limit as the expected effect size. Suppose the
lower limit is .28 and you use this effect size in your power analysis. The required
sample size then becomes 144.

A power analysis gives the sample size needed to reject a null hypothesis of zero effect
with desired power. A precision analysis is needed to determine the sample needed to
accurately estimate the size of the effect. A precision analysis typically gives a larger
sample size requirement than a power analysis.
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Q4: SPSS defaults to type III sum of squares. R and Python routines mostly default to
type II. Should I care?

In a single-factor design, type II and type III sum of squares are identical. In a two-factor
design, type II and type III sum of squares are identical if the two-way interaction is
excluded from the model. If the two-way interaction effect is included in the model, the
type II tests of the main effects do not have a simple interpretation because they test
null hypotheses that are complicated functions of sample sizes and population means
(hypotheses should only be a function of population parameters). Some researchers
are tempted report type II results because the p-values are usually smaller than the
type III p-values.

(continued)
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Q4 (continued)

Some researchers justify the type II results based on a preliminary test of the
interaction. If the interaction is “non-significant”, the interaction is removed from the
model so that the Interaction sum of squares is then pooled with the Error sum of
squares (called “post-hoc pooling”). Most statisticians do not recommend post-hoc
pooling and instead recommend a “never pool” approach which is equivalent to always
using a type III sum of squares analysis .

However, if the two-way interaction is believed to be small based on theory or prior
information and is theoretically uninteresting, the two-way interaction could be
excluded from the model and then the type II and type III sum of squares will be
identical (but if you try this, be prepared for some reviewer to complain because
he/she thinks the interaction effect is very important).
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Q5: When computing standardized effect sizes for a meta analysis, what are best
practices on how to choose between different metrics (e.g., Cohens d, Hedges g)?

Hedge’s g is simply a bias-correction to Cohen’s d. The bias in Cohen’s d is very small
and trivial for sample sizes greater than about 20. However, when combining
standardized mean differences from several studies, the small bias in Cohen’s d can
accumulate and therefore the Hedge’s bias correlation is recommend in meta analyses.

When conducting a meta analysis using results from multiple studies, the researcher
can combine and compare Pearson correlations, odds ratios, unstandardized mean
differences, differences or ratios of proportions, unstandardized or standardize slope or
path coefficients, as well as measures of reliability and agreement.
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Q6: When should we use non-parametric statistics? Is there a trend (or should there
be) of using these more, especially in smaller data samples where assumptions of
normality can’t be properly tested?

There are two main issues to consider – robustness to assumption violations and
interpretability. In small samples (less than 20 in a within-subjects design or less than
20 per group in a between-subjects design), the traditional parametric methods for
means (e.g., t-test, ANOVA, confidence interval for a difference in means) can have
poor performance (p-values that are too small and CIs that are too narrow) if the
dependent variable is highly skewed. In small samples, diagnostic methods are not able
to reliably detect the degree of non-normality that would cause problems with the
parametric methods. If the DV is expected (from prior research or theory) to be highly
skewed or appears to be highly skewed in the sample, the results of a parametric
procedure could be misleading and a non-parametric method should be considered.

(continued)
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Q6 (continued)

The other issue is interpretability. If the DV is highly skewed, the median is often a
more meaningful measure of centrality than the mean. Confidence intervals for a
difference or linear contrast of medians could provide a more accurate description of
effect size than a difference or linear contrast of means.

Rand Wilcox is a proponent of analyzing 20% trimmed means rather than means with
skewed or long-tailed distributions. However, when 20% of the largest scores and 20%
of the smallest scores are dropped from the analysis, the statistical results then
generalize only to the middle 60% of the study population from which the sample was
taken. This can make interpretation of the results very difficult and seriously reduces
the external validity of the study.
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Q7: Within a mixed-effects modeling framework, how straightforward is it to fit an
arbitrary model (i.e., not just a linear model) to my nested data? Specifically, if I
expected an exponential or sinusoidal relationship between two variables, is there a
way to fit this model to single-trial data from each subject while appropriately
accounting for fixed and random effects?

Many nonlinear relations can be represented by a linear relation with an appropriate
transformation of the DV or IV. For example, if we assume y = exp(𝛽0 + 𝛽1𝑥), this
nonlinear function can be expressed as a linear function ln(y) = 𝛽0 + 𝛽1𝑥.

Other nonlinear functions such as y = 𝛽0𝑥
𝛽1 and y = x/(𝛽1 + 𝛽0𝑥) are also easily

linearized using a transformation of y and x. A quadratic relation between y and x can
be represented by the linear function y = 𝛽0 + 𝛽1𝑥 + 𝛽2𝑥

2. These linearizations can be
used in any type of linear statistical model including the linear mixed-effects model.

(continued)



11

Q7 (continued)

Suppose y is a periodic function of x with known period P (x is usually a measure of
time or distance). The periodic relation between y and x for known P can be expressed
as the following linear relation

y = 𝛽0 + 𝛽1 𝑐𝑜𝑠[
2𝜋

𝑃
𝑥] + 𝛽2 𝑠𝑖𝑛[

2𝜋

𝑃
𝑥]

which can be used in any linear statistical model or a linear mixed-effects model. The

amplitude of this function is equal to 𝛽1
2 + 𝛽2

2
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Q8: I have a design with 2 WS factors, 1 with 2 levels and 1 with 3 levels, and I plan
to analyze it with an ANOVA. How do I setup a power analysis to determine the
number of participants per cell to run? I don’t know anything about what to expect,
this is a novel experiment and prior literature gives no clue (e.g., effect size,
correlation between levels, min/max difference, etc.). I considered using GPower
3.1.9.2, but it’s RM ANOVA routine cannot handle more than 1 BS or WS factor.

In a 2x3 within-subjects design, you will have one group of participants who are
measured under all 6 treatment combinations. You need to first decide which effect is
most interesting – the interaction effect or a main effect because the sample size
needed to detect an interaction effect is larger than the sample size needed to detect a
main effect. Given a lack of prior information in this situation, the following sample size
formula (from Psyc 204) could be useful.

(continued)
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Q8 (continued)

n = ( 𝑗=1
𝑎 ℎ𝑗

2)(1 −  𝜌)(𝑧𝛼/2 + 𝑧𝛽)
2/  𝜑2 +

𝑧𝛼/2
2

2

where  𝜌 is a planning value of the correlation between responses for any two pairs of
conditions, ℎ𝑗 is a contrast coefficient, 𝛼 is the Type I error rate, 1 – 𝛽 is the desired

power, and  𝜑 is a planning value of the standardized contrast. For a main effect

contrast where h = [.5, .5, -.5, -.5], ( 𝑗=1
𝑎 ℎ𝑗

2) = 1. For an interaction effect contrast

where h = [1, -1, -1, 1], ( 𝑗=1
𝑎 ℎ𝑗

2) = 4. With no prior information,  𝜌 could be set to 0

and  𝜑 could be set to a minimally interesting effect size such as 0.25. The sample size
requirement to detect any pairwise main effect with 𝛼 = .05 and 1 – 𝛽 = .80 is

(1)(1 – 0)(1.96 + 0.84)2/0.252 + 1.962/2 = 128
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Q9: How should we best utilize the stats center? Can we come ask questions
whenever we want? Is there a charge at some point? Is it ok to come during study
planning? After data arrives? When a reviewer complains about something?

Send me an email (dgbonett@ucsc.edu) and set up a time to meet.

There is never any charge.

It’s usually a good idea to meet during study planning. It also might be necessary to
meet after data collection or if a reviewer is complaining about something.

mailto:dgbonett@ucsc.edu


15

Any other questions?


