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Q1: What is GLB (greatest lower bound) and why does it suggest limitations for
Cronbach's alpha? Is this a legitimate concern? If so, what alternatives exist?

Cronbach’s alpha is the reliability of the sum of k measurements (e.g., items, ratings,
subscales). The population value of Cronbach’s alpha can be defined from the
parameters of a one-factor factor analysis model with uncorrelated measurement
errors. This factor analysis model has 2k parameters: k factor loadings (𝜆1, 𝜆2, … 𝜆𝑘)
and k measurement error variances (𝜎1

2, 𝜎2
2, … 𝜎𝑘

2). Assuming equal factor loadings
(and equal to 𝜆), Cronbach’s alpha coefficient can be defined as

𝑘𝜆2/[𝑘𝜆2+  𝑖=1
𝑘 𝜎𝑖

2]
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Q1: (continued)

McDonald’s omega coefficient does not assume equal factor loadings and is defined as

 𝑖=1
𝑘 𝜆𝑖

2/[ 𝑖=1
𝑘 𝜆𝑖

2 +  𝑖=1
𝑘 𝜎𝑖

2]

If the factor loadings are not equal (and assuming uncorrelated measurement errors),
the population value of Cronbach’s alpha is too small and is a lower bound to the true
reliability.
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Q1: (continued)

The k measurements will usually have similar factor loadings because any
measurement will a low loading would typically be discarded during the scale
development process. With similar factor loadings, the alpha and omega coefficients
will be similar as illustrated below for a k = 5 item scale.

𝜆1 𝜆2 𝜆3 𝜆4 𝜆5  𝑖=1
𝑘 𝜎𝑖

2 alpha omega

.60 .60 .60 .60 .60 .50 .783 .783

.55 .55 .60 .65 .65 .50 .783 .784

.50 .55 .60 .65 .70 .50 .783 .785

.40 .50 .60 .70 .80 .50 .783 .792
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Q1: (continued)

In practice, the alpha coefficient must be estimated from a sample and is a reasonable
estimate of reliability because its negative bias is usually trivial relative to its sampling
error. For example, in a sample of size 30 and an estimated alpha of .75, the 95%
confidence interval for the population alpha coefficient is [.58, .87].

Until recently, the use of alpha could be justified because an accurate confidence
interval method for omega was not available. But general SEM software packages (e.g.,
Mplus and lavaan) can now be used to obtain an accurate confidence interval for a
population omega coefficient.
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Q1: (continued)

The lavaan code to compute an estimate and confidence interval for an omega
coefficient is given below for an example with k = 3.

model <- '

factor =~ lam1*rater1 + lam2*rater2 + lam3*rater3

rater1 ~~ var1*rater1

rater2 ~~ var2*rater2

rater3 ~~ var3*rater3

omega := (lam1+lam2+lam3)^2/((lam1+lam2+lam3)^2 + var1+var2+var3)

trnomega := log(1 - omega) '

fit <- sem(model, data = mydata)

parameterEstimates(fit)

This code will compute a CI for the natural log of 1 minus omega (a normalizing
transformation). The CI for the population omega coefficient is then hand computed by
subtracting the exponentiated CI endpoints from 1.
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Q1: (continued)

If the measurement errors are correlated, both alpha and omega coefficients can be
lower bounds to the true reliability and more general measures of reliability have been
proposed. Recently, programs have been developed to estimate a greatest lower bound
(GLB) to the population reliability under the general case of unequal factor loading and
correlated measurement errors. However, the estimated GLB can have greater bias in
small samples than the estimated omega or alpha coefficients, and an accurate CI for
the GLB is not currently available.

Reporting an estimate of McDonald’s omega reliability along with a 95% confidence
interval is a sensible strategy. Of course, if the factor loading are similar, the omega
estimate and confidence interval will be very similar to the corresponding Cronbach
alpha results.
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Q1: (continued)

Unreliability of the DV has the effect of increasing the standard error of parameter
estimates which in turn decreases the power of tests and increases the widths of
confidence intervals. The increase in standard error due to DV unreliability can be
compensated for by taking a larger sample size.

However, unreliability in a quantitative IV (e.g., in a linear regression model) will bias
the slope coefficient and increasing the sample size will not reduce the bias. For this
reason, it is important to report estimates and confidence intervals of the reliabilities of
all quantitative IVs.



9

Q2: There are a few types of Chi-square tests that we hear about -- what are the
differences between them? Goodness of fit? Homogeneity? Independence?

Example. 3-group design with a 2-level categorical response

Group
1 2 3

1 𝑓11 𝑓12 𝑓13 𝑓𝑖𝑗 is the number of participants in group j with

2 𝑓21 𝑓22 𝑓23 with response i

Let 𝜋𝑖𝑗 denote the joint probability of a person in condition j having response i, let

𝜋𝑗 = 𝜋1𝑗/(𝜋1𝑗 + 𝜋2𝑗) denote the conditional probability of having response 1 given the

person is in condition j, let 𝜋+𝑗 denote a marginal column probability, and let 𝜋𝑖+

denote a marginal row probability.
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Q2: (continued)

For this example, the so called “homogeneity test” is a test of the following null
hypothesis:

H0: 𝜋1= 𝜋2 = 𝜋3

and the test of independence is a test of the following null hypothesis

H0: 𝜋𝑖𝑗 = 𝜋+𝑗𝜋𝑖+ for all values of i and j

It can be shown that these two null hypotheses are identical and both are tested using
a chi-square test of independence that is described in most Into Stat courses.
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Q2: (continued)

The test of the above hypotheses should be referred to as a chi-square test of
independence rather than a chi-square test of homogeneity to avoid confusion with
other tests that are aptly referred to a chi-square homogeneity test. For example,
suppose a sample of participants are asked to try three different smart phones and pick
the one they like best. The data could be summarized as follows

Phone
1 2 3
𝑓1 𝑓2 𝑓3 where 𝑓𝑗 is the number of participants who chose phone j.

Let 𝜋𝑗 be the probability of a person in choosing phone j.
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Q2: (continued)

For this example, a chi-square test of homogeneity is a test of the following null
hypothesis:

H0: 𝜋1 = 𝜋2 = 𝜋3

The chi-square test statistic for this hypothesis is not the same as the chi-square test
statistic for the test of independence. This test is often called a “goodness-of-fit” test
which I think is confusing because it is not a special case of the general goodness-of-fit
test for proportions that is described next.
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Q2: (continued)

In a goodness-of-fit test for proportions, each cell probability is hypothesized to equal a
specific value. For example, suppose a sample of participants are told a word starts
with the letter T and the second letter is a vowel. The participants are asked to guess
the second letter and researcher believes that the probability of guessing A, E, I, O, or U
should equal the proportions of these vowels that appear in newspapers and
magazines. The null hypothesis can be expressed as

H0: 𝜋1 = 𝜋10

𝜋2 = 𝜋20

𝜋3 = 𝜋30

𝜋4 = 𝜋40

𝜋5 = 𝜋50

where 𝜋𝑗0 is the hypothesized probability of guessing vowel j (j = 1 to 5).
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Q2: (continued)

Chi-square goodness-of-fit tests are also used in covariance structure analysis where
population covariance matrix is hypothesized to have a specific pattern. The null
hypothesis can be expressed as

H0: Σ = Σ0

where Σ0 is the hypothesized covariance structure. Some examples of Σ0 are the
compound-symmetric structure, a first-order autoregressive structure, a diagonal
structure, a factor analysis structure, and a SEM structure.

Also, 𝑡𝑑𝑓 → z and 𝑘𝐹𝑘;𝑑𝑓 → 𝑋𝑘
2 as 𝑑𝑓 → ∞ where 𝑧2 = 𝑋1

2. The large-sample test

statistics reported for various statistical models (e.g., logistic, mixed, SEM) report chi-
square test statistics rather than t and F statistics.
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Q3: In what conditions would I use a hierarchical regression? Stepwise regression?
Are these similar to an ANCOVA? How are they different?

A hierarchical regression analysis involves the comparison of two models – a “full”
model” and a “reduced” model. The predictor variables in the reduced model are a
subset of the predictor variables in the full model. A model comparison test of the
reduced and full models is a test of the null hypothesis that all of the slope coefficients
for the predictor variables that are in the full model but not in the reduced model are
all equal to 0. The difference in full and reduced R-squared values is a squared multiple
semipartial correlation that is commonly reported in a hierarchical regression analysis.

I think it more interesting to fit only the full model and perform a directional two-sided
test and report a confidence interval for each slope coefficient. Confidence intervals for
semipartial correlations corresponding to each predictor variable are also useful.
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Q3: (continued)

Stepwise regression is an exploratory method for selecting the best subset of predictor
variables. For example, if there are 100 predictor variables, a stepwise regression might
find 5 predictor variables that have p-values less than .05. The results of the stepwise
regression look great – all of the predictor variables are “significant”. However, the
p-values in the final model are too small and the confidence intervals are too narrow.

Instead of reporting the results of the stepwise analysis, the selected predictor
variables should be evaluated in a new sample. The results in the new sample are valid.
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Q3: (continued)

The ANCOVA model is a special case of the general linear model (GLM). If all the
predictor variables in a GLM are quantitative, the model is called a multiple regression
model. If all the predictor variables are indicator variables (e.g., dummy variables) , the
model is called an ANOVA model. If the model contains both quantitative predictors
and indicator variables, the model is called an ANCOVA model.

The ANCOVA model is used in experimental designs to reduce error variance which in
turn will increase the power of the tests and reduce the width of the confidence
intervals.

The ANCOVA model is used in nonexperimental designs to remove the effects of
variables that are believed to be confounded with the treatment factor.
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Q4: Should we be worried about Bayesian statistics making our classic stats
obsolete?

The short answer is “No”. Bayesian methods differ from classical methods in two ways.

1) Bayesian methods can combine prior information with sample information to
obtain “credible intervals” that are narrower than the classical confidence intervals
which only use sample information.

2) Bayesian analyses use a subjective degree of belief definition of probability rather
than a relative frequency [i.e., P(A) = 𝑓𝐴/𝑛 as 𝑛 → ∞] definition .
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Q4: (continued)

In the social sciences, it usually very difficult for a researcher to specify prior
information regarding some model parameter that other experts will agree with, and
most reviewers would likely reject any manuscript where the results were influenced
the authors’ subjective opinion.

This is not a limitation of Bayesian methods because Bayesian methods can use a “non-
informative prior” that critics would not find objectionable.

For social science applications, it most helpful to compare and contrast classical
statistical methods with Bayesian methods that use non-informative priors.
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Q4: (continued)

A Bayesian credible interval using a non-informative prior will give a same or very similar
result as a classical confidence interval. In situations where the results differ, the classical
method is preferred because the classical methods use various small-sample adjustments
(e.g., critical t-value rather than critical z-value, Satterthwaite df, adjusted frequency
counts, etc.) that are known to improve their small-sample performance.

Bayesian credible intervals with non-informative priors that do not match the classical
confidence intervals do not have the desirable characteristics of a confidence interval.
Specifically, a 95% credible interval might capture the population parameter in much less
than 95% of all possible samples of a given size from the study population.
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Q4: (continued)

Bayesian statisticians argue that credible intervals have a useful interpretation and
classical confidence intervals do not. But this is true only if the relative frequency
definition of probability is used with classical confidence intervals.

If a subjective degree of belief definition is used to interpret a confidence interval (as is
done in PSYCH 204, 205, 214A, and 214B), then a confidence interval will have a useful
interpretation.

It is a common misunderstanding that only Bayesian methods can use subjective
probability and all classical methods must use relative frequency probability.
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Q4: (continued)

Classical methods give a point estimate and confidence interval about an unknown fixed
parameter value. Bayesian methods produce more information in the form of a
distribution of parameter values (called the posterior distribution) from which different
point estimates and intervals can be obtained. For example, the mode, median, or mean
of the posterior distribution could be used as a point estimate and each method has
different properties. A credible interval is also obtained from the posterior distribution.

A subjective non-informative prior distribution assumes the parameter is a random
variable and the posterior distribution then also describes a subjective probability
distribution of a random parameter. Thus, the additional information provided by a
Bayesian analysis is obtained by treating the parameter as a random variable rather than
a fixed constant.
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Q4: (continued)

Does all this mean that confidence intervals (interpreted using subjective probability)
are are superior to Bayesian credible methods? No.

All of the comparisons given up to this point have been limited to Bayesian methods
with subjective non-informative priors in applications where non-controversial prior
information is rare.

In the natural sciences and engineering, non-controversial prior information is readily
available and incorporating this information into a statistical model can provide more
precise estimates than classical methods that ignore this prior information. The prior
information is usually objective information based on accepted theory or extensive
empirical information rather than subjective prior information.
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Q4: (continued)

Bayesian methods are especially useful in random coefficient models where there is often
a problem of simultaneously estimating the variance of the random model parameters and
prediction error variances and covariances. Bayesian methods with “vaguely informative”
priors on the random parameters are very promising and we don’t need to pretend that a
fixed parameter is a random variable.

Of course, classical methods also are able to combine objective prior information, in the
form of estimates from prior studies, with information from a new study using meta-
analysis methods. A meta-analysis also will produce more precise estimates than methods
that ignore results from prior studies.

Finally, user-friendly Bayesian methods have been developed only for a small fraction of
the methods covered in PSYCH 204, 205, 214A, and 214B.

In summary, classical statistical methods are not obsolete.
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Q5: Are there any wild new statistical ideas that you've heard about recently?

Machine learning methods have been developed to predict the value of some response
variable using scores from multiple predictor variables without making any restrictive
assumptions of linearity or zero interactions. The predicted y scores (  𝑦) can be much
more accurate than the predicted y scores using, for example, a multiple regression
model with no polynomial or product terms.

Social scientists are usually more interested in assessing the nature of the association
between each predictor variable with the response variable and less interested in
examining the predicted y scores. But popular measures of association such as a
squared multiple correlation, a partial correlation, a semi-partial correlation, and a
multiple regression slope coefficient are defined from predicted scores.



26

Q5: (continued)

For example, the squared multiple correlation is a Pearson correlation between y and
 𝑦, a partial correlation is a Pearson correlation between y -  𝑦 and x -  𝑥, a semi-partial
correlation is a Pearson correlation between y and x -  𝑥, and a multiple regression slope
coefficient for predictor 𝑥𝑗 describes the relation between y and 𝑥𝑗 -  𝑥𝑗. The traditional

measures of association are based on predicted values from a linear model.

Wild idea #1. Compute the squared multiple correlation between y and  𝑦 where  𝑦 is
computed using a machine learning method. If this R-squared is substantially larger
than the traditional R-squared from a linear model, this suggests that the linear model
has been misspecified and that nonlinear or interaction terms need to be added to the
model.
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Q5: (continued)

Wild idea #2. With partial, semi-partial, and slope coefficients, the goal is to control for
one or more other variables. But only the linear effects of the control variables are
removed using standard methods. If the predicted values are computed using machine
learning methods, then both nonlinear and interactive effects of the controls variables
can be removed and this provides a more complete and effective way of controlling for
the other variables.
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Any other questions?


